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The Dirichlet Process Mixture for P Values from H1

In this section we will explain how the Dirichlet process can be used to model the

distribution of p values from the alternative hypothesis (H1). We exploit the fact that the

Dirichlet process can be used as a prior on discrete probability distributions, i.e., every draw

from a Dirichlet process yields a discrete probability distribution over countably infinite val-

ues. Although the Dirichlet process yields discrete probability distributions over countably

infinite values, most of these values will have probability mass close to zero. Where the

probability mass is located is determined by a base distribution G0, the amount of values

with probability mass close to zero is controlled by a precision parameter α.

A common application of the Dirichlet process is to use it as a prior on the parameters

of an infinite mixture model (e.g., Navarro, Griffiths, Steyvers, & Lee, 2006) where we

observe data and assume that some of the observed data points will be similar to each other

without placing an upper bound on the number of groups. Instead, we expect that as we

observe more data, the number of groups will grow which is exactly the behavior we expect

p values from H1 to show. We assume that every probit-transformed significant p value

from H1 (i.e., Φ−1(pH1
i )) is drawn from a truncated normal distribution N(· | θi)T (,−1.64485)

where the parameter vector θi consists of a mean and a variance component. The normal

distribution is truncated at Φ−1(.05) = −1.64485, since we only consider significant p

values. The parameter vector θi for every probit-transformed p value is drawn from a

discrete probability mass distribution G(·). This probability mass distribution itself is a

draw from a Dirichlet process with concentration parameter α and base distribution G0, i.e,

the probability distribution G(·) is not fixed, but we put a Dirichlet process prior on this

distribution. Since every draw from the Dirichlet process prior yields a discrete probability

mass distribution G(·), several p values from H1 can have identical parameter vectors θi
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which naturally leads to a clustering (one cluster consists of all p values that share the same

parameter vector). The degree of clustering is determined by the precision parameter α.

The model can be expressed as follows:

Φ−1(pH1
i ) | θi ∼ N(· | θi)T (,−1.64485)

θi | G ∼ G(·)

G | G0, α ∼ DP (· | G0, α).

Since θi is a two-dimensional vector, G0 and G(·) are two-dimensional distributions. We as-

sume G0 can be factorized into independent components for the mean and the (inverse) vari-

ance: For the mean, we assume a truncated standard normal distribution N(0, 1)T (−6,0) and

for the inverse variance, we use a truncated gamma distribution Gamma(0.001, 0.001)T ( ,1).

The normal distribution is truncated at zero because right-skewed distributions on the

interval [0,1] map onto normal distributions with mean smaller than zero when probit-

transforming the values. The lower truncation at -6 is due to practical reasons because

smaller values are very unlikely with regard to possible observed effect sizes. The trunca-

tion of the gamma distribution at one implies that the variance of the probit-transformed

p value distributions under H1 cannot be smaller than the variance of the standard normal

distribution corresponding to H0. In the next section we will explain how the Dirichlet

process prior can be implemented in JAGS (Plummer, 2003).

The Dirichlet Process Prior: Stick-Breaking Construction

The Dirichlet process can be represented in different ways (e.g., Blackwell & Mac-

Queen, 1973); we will focus on the so-called stick-breaking construction (Sethuraman, 1994)

which has the advantage that it allows implementation of the Dirichlet process in JAGS

(Plummer, 2003) and WinBUGS (Spiegelhalter, Thomas, Best, & Lunn, 2003). Examples

are provided in §6.7 of Congdon (2006), Ohlssen, Sharples, & Spiegelhalter (2007), §11.8

of Lunn, Jackson, Best, Thomas, & Spiegelhalter (2012), and Müller, Quintana, Jara, &

Hanson (2015). The stick-breaking construction exploits the fact that sampling from the

Dirichlet process prior can be decomposed into two parts, where one part corresponds to

generating weights (i.e., probability mass values for the discrete probability mass distribu-

tion) and the other corresponds to generating the associated locations of the probability

mass.

The stick-breaking construction is illustrated in Figure 1. We start by sampling a

value from the base distribution G0. To facilitate explanation, we will first assume that G0
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Figure 1. Illustration of the stick-breaking construction of the Dirichlet process prior.



P VALUE CONTAMINATION 4

is a one-dimensional distribution, for example a standard normal distribution. Later, we

will explain how to think of the stick-breaking construction when the base distribution is

two-dimensional like in our application. After sampling a value from the base distribution

G0, we next need to determine a weight (i.e., the probability mass) for this value. To

accomplish this, assume we have a stick of length one which is the total probability that

can be assigned to the countably infinite number of values. Then we sample a value from

the following beta distribution

qi ∼ Beta(1, α),

break the stick at this value and set the weight π1 (i.e., the weight for the first value from

G0) equal to the length of the stick part that we broke off, i.e., π1 = q1. A more direct visual

interpretation is that we take the part of the stick that was broken off, orient it vertically,

and position it on the value sampled from the base distribution G0. Subsequently, we sample

another value from G0 and generate another q. We take the remaining part of the stick

which has length (1− q1), break off the proportion q2 and in this way obtain the weight for

the second component (i.e., the length of the stick part broken off) which is π2 = q2 (1−q1).
Again, interpret this as vertically positioning the stick part that was broken off on the

location of the value sampled from the base distribution G0. In this manner we continue

to obtain pairs of values and corresponding weights which, when doing this infinitely often,

constructs a probability mass distribution over a countably infinite number of values. The

weight for the j-th component is

πj = qj

j−1∏
k=1

(1− qk).

Since we started with a stick of length one, the length of the broken stick parts (i.e., the

weights) will add up to one yielding a proper probability mass distribution. The obtained

probability mass distribution corresponds to one draw from the Dirichlet process prior;

another draw can be obtained by starting again with a stick of length one and repeating

the described procedure. Note that this will yield a probability mass distribution that is

different from the previous one.

In our model, we use the Dirichlet process as a prior for the components of an infinite

normal mixture model – which is also known as Dirichlet process mixture (e.g., Navarro

et al., 2006) – to model the distribution of p values under the alternative hypothesis (H1).

The weights (i.e., the lengths of the different stick parts) correspond to the mixing weights
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for the different components of the mixture model, the values that belong to the weights

(i.e., the locations of the vertically oriented stick parts) correspond to the parameters of the

different normal distribution components. Since every normal component of the mixture

is characterized by a parameter vector consisting of a mean and a variance component, a

more accurate way to think of the stick-breaking process for our model is to imagine plac-

ing stick parts on a plane rather than a line, where one dimension of the plane corresponds

to the mean component, the other to the (inverse) variance component. As mentioned in

the previous section, we assume that the mean and the (inverse) variance component are

independent of each other: For the mean, we assume a truncated standard normal distri-

bution N(0, 1)T (−6,0) and for the inverse variance, we use a truncated gamma distribution

Gamma(0.001, 0.001)T ( ,1).

The stick-breaking construction illustrates that as the number of components in-

creases, the weights will decrease stochastically where the rate of this decrease is determined

by the precision parameter α. Smaller values of α lead to larger parts being broken off at

every step, i.e., only few components of the normal mixture will have substantial mixing

weights, which means that it is likely that only few components will be used for a given data

set (i.e., small number of clusters). In contrast, larger α values lead to a smaller number

of values with mass close to zero, i.e., a larger number of components will have substantial

mixing weights, which will likely lead to more components being used for a given data set

(i.e., larger number of clusters). As Antoniak (1974) pointed out, rather than pre-specifying

α beforehand, a hyperprior can be placed on α which allows to learn the concentration of

the Dirichlet process from the data. For our model, we used a uniform prior over a plausible

range of values, i.e., α ∼ Unif(0.5, 7).

For practical purposes, the stick-breaking process will be truncated (note that the

maximum number of possible clusters for a given data set is equal to the number of data

points). This means that we stop to break the stick at some point and set the last com-

ponent equal to the length of the remaining stick which ensures a proper probability mass

distribution.

JAGS Model Code

In order to use the model code below, the following data need to be passed to JAGS:

qp, i.e., probitized p values (e.g., in R can be obtained via qnorm(pValues)); n (i.e., number

of observed p values), and nMaxClusters, i.e., the number of maximal clusters for the

Dirichlet process mixture representation of H1 which determines where to truncate the

stick-breaking process. A natural upper bound is given by the number of observations,

however, in most cases a much smaller number will be needed. We used nMaxClusters

between 10 and 20.
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model {

### Likelihood

for (i in 1:n) {

ind[i] ~ dbern(phi) # phi is the H0 assignment rate

z[i] ~ dcat(proportionsStick[]) # indicator for cluster of H1

# add one so that the indicator for the cluster of H1

# starts with 2 (1 is needed to indicate H0)

z1[i] <- z[i] + 1

# if assigned to H0 z2 = 1, else if assigned to H1,

# cluster z2 is equal to z1 \in [2,3,..., nMaxClusters+1]

z2[i] <- ifelse(ind[i] == 1, 1, z1[i])

qp[i] ~ dnorm(mu[z2[i]], lambda[z2[i]])T(,-1.64485)

}

### Posterior predictive

predind ~ dbern(phi)

predz ~ dcat(proportionsStick[])

predz1 <- predz + 1

predz2 <- ifelse(predind == 1, 1, predz1)

predqp ~ dnorm(mu[predz2], lambda[predz2])T(,-1.64485)

### Stick-breaking process (truncated Dirichlet process)

# generate proportions to break the remaining stick

for (j in 1:(nMaxClusters-1)) {

# proportions of the remaining stick parts

proportionsRemainingStick[j] ~ dbeta(1, alpha)

}

# Break the stick (translate the proportions to the proportions with regard

# to the original stick, length original stick = 1)

proportionsStick[1] <- proportionsRemainingStick[1]

for (j in 2:(nMaxClusters-1)) {

# calculate proportions of the original stick

proportionsStick[j] <- proportionsRemainingStick[j]

* prod(1 - proportionsRemainingStick[1:(j-1)])

}

sumProportionsStick <- sum(proportionsStick[1:(nMaxClusters-1)])

# make sure that proportions sum to 1

proportionsStick[nMaxClusters] <- 1 - sumProportionsStick

### Priors

phi ~ dbeta(1,1)
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for (j in 1:nMaxClusters) {

muH1[j] ~ dnorm(0,1)T(-6,0)

lambdaH1[j] ~ dgamma(0.001,0.001)T(,1)

}

mu[1] <- 0

mu[2:(nMaxClusters+1)] <- muH1

lambda[1] <- 1

lambda[2:(nMaxClusters+1)] <- lambdaH1

# Prior for the precision of the Dirichlet process, larger values lead to

# more clusters, smaller values lead to less distinct clusters

alpha ~ dunif(.5,7)

}

Simulation Results

In order to test our model, we generated three data sets from independent samples

t-tests each consisting of 5,000 significant p values. Each t-test p value was obtained by

sampling two groups from normal distributions with standard deviations equal to one and

means corresponding to a specified effect size; each group consisted of 250 participants. If

a p value was not significant or the obtained effect size was in the opposite direction, it was

discarded, two new groups were sampled and a new p value was obtained. In this manner,

we generated one data set with 50% null hypothesis (H0) contamination (i.e., 2,500 p values

were generated from H0), for effect sizes equal to 0.15, 0.30, and 0.45.

For effect size 0.30 and 0.45, we ran three chains, 8,000 iterations each, where 2,000

iterations were cut-off as burn-in. Since the chains mixed poorly for effect size 0.15, we ran

three chains for 24,000 iterations, cut-off 6,000 as burn-in, and only used every third sample

(i.e., thinning = 3). This improved mixing and reduced the amount of autocorrelation,

although the chains still do not look optimal. In this way, we obtained 6,000 effective

samples for every of the three simulated effect sizes. The chains of the H0 assignment rate

φ for the different effect sizes are displayed in Figure 2.

Figure 3 summarizes the simulation study results. Each column corresponds to the

results for one data set: The first column shows the results for the data set with effect

size equal to 0.15, the second column the results for effect size equal to 0.30, and the third

column the results for effect size equal to 0.45.

The first row displays the posterior distributions for the H0 assignment rate (i.e., φ):

For effect sizes of 0.30 and 0.45, the model adequately recovers the true H0 contamination

rate of 0.5. For effect size 0.15, the H0 assignment rate seems to be underestimated as most

posterior mass is below 0.5; however, there is relatively large uncertainty, furthermore, as

mentioned previously, the chains do not look optimal.
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Figure 2. Chains for the H0 assignment rate φ. The left panel corresponds to effect size 0.15, the
middle panel to effect size 0.30, and the right panel to effect size 0.45.

Intuitively, it is expected that as the effect size gets smaller and smaller, it will be

more difficult to estimate the H0 assignment rate adequately, since the mixture component

corresponding to H0 and the one corresponding to H1 become more similar, hence harder

to discriminate. It is arguably undesirable that the H0 assignment rate is not recovered

adequately for a small effect size of 0.15. However, if the decision is between under- or

overestimating the H0 contamination, we believe it is better to be conservative.

The second row of Figure 3 shows the H0 assignment probabilities for the individual

p values. P values originating from H0 are colored red, p values from H1 are colored grey.

As the effect size increases, the model discriminates between p values from H0 and H1 more

and more accurately.

The third row of Figure 3 displays Q-Q plots for a comparison between the distribution

of observed p values and the distribution of generated posterior predictive p values which

allow to obtain an impression about how well the model can account for the observed data

patterns. If the distributions were exactly the same, the Q-Q plots would be straight lines

with slopes equal to one. The Q-Q plots suggest that the model is able to accurately

describe all three data sets.
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Figure 3. Simulation results. The first column corresponds to a set of 5,000 p values generated
from independent samples t-tests with effect size equal to 0.15, the second column to effect size 0.30,
and the third column to effect size 0.45. All data sets were generated with a 0.5 H0 contamination
rate. The first row depicts the posterior distributions for the H0 assignment rate, the second row
the individual H0 assignment probabilities (p values from H0 are colored red, those from H1 are
colored grey), and the third row displays Q-Q plots for a comparison between observed and generated
posterior predictive p values.
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